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Sharp interface tracking using the phase-field equation
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Abstract

A general interface tracking method based on the phase-field equation is presented. The zero phase-field contour is used
to implicitly track the sharp interface on a fixed grid. The phase-field propagation equation is derived from an interface
advection equation by expressing the interface normal and curvature in terms of a hyperbolic tangent phase-field profile
across the interface. In addition to normal interface motion driven by a given interface speed or by interface curvature,
interface advection by an arbitrary external velocity field is also considered. In the absence of curvature-driven interface
motion, a previously developed counter term is used in the phase-field equation to cancel out such motion. Various mod-
ifications of the phase-field equation, including nonlinear preconditioning, are also investigated. The accuracy of the pres-
ent method is demonstrated in several numerical examples for a variety of interface motions and shapes that include
singularities, such as sharp corners and topology changes. Good convergence with respect to the grid spacing is obtained.
Mass conservation is achieved without the use of separate re-initialization schemes or Lagrangian marker particles. Sim-
ilarities with and differences to other interface tracking approaches are emphasized.
� 2006 Elsevier Inc. All rights reserved.
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1. Introduction

Numerical tracking of interface motions has been a major area of interest in computational physics over the
past two decades. Applications include the simulation of multiphase flows with and without phase change,
solidification and melting, solid-state transformations and other multi-material problems. Sometimes, a mov-
ing grid is employed where the interface is a boundary between two sub-domains of the mesh [1]. Most interface
tracking methods, however, use a fixed numerical grid. The most popular Eulerian techniques are the level-set
[2–4] and volume-of-fluid (VOF) ([5] and references therein) methods. The key ideas behind the level-set method
are the Hamilton–Jacobi (HJ) algorithm for solving the advection equation for a signed distance function to the
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interface, i.e., the level-set function, and the re-intialization scheme for reconstructing the level-set function as
the interface evolves [4]. A high-order essentially non-oscillatory (ENO) scheme was developed [6–8] to provide
accurate approximations to the numerical fluxes in the HJ algorithm. One shortcoming of the level-set method
can be an inadvertent loss of mass. Attempts to improve mass conservation and accuracy have led to different
re-initialization schemes [4]. The main advantage of the VOF method is that it conserves mass accurately even
for a coarse numerical grid. One challenge in the VOF method is the calculation of the interface curvature from
volume fractions. Elaborate algorithms have been developed to overcome this difficulty [9,10]. Lagrangian
markers/particles, which are essential in front tracking approaches [11], are sometimes also used in conjunction
with the VOF [12] and level-set [13] methods to improve numerical accuracy.

Diffuse interface methods have become popular tools for physical modeling of multiphase systems with
and without flow [14]. Among them, the phase-field method has emerged as a widely used technique to
numerically simulate complex interfacial pattern formation processes [15]. Diffuse interface models are built
on the notion that the interface between the phases is not a sharp boundary, but has a finite width and is
characterized by rapid but smooth transitions in the density, viscosity and other physical quantities. In
phase-field models, a non-conserved order parameter, the phase field /, is introduced to describe the phase
transition. It has constant values in the bulk phases (e.g., in this paper, / = 1 in one bulk phase and /
= �1 in the other) and varies smoothly across the diffuse interface region (�1 < / < 1) in a hyperbolic tangent
or similar fashion. The propagation equation for the phase field (i.e., the phase-field equation) and the rele-
vant conservation equations are derived from thermodynamically consistent theories of continuum phase
transitions that account for the gradient energy across the diffuse interface. The most appealing feature of
the phase-field method is that all governing equations can be solved over the entire computational domain
without any a priori knowledge of the location of the interfaces. Interface tracking is completely avoided
and topology changes are handled naturally without the need for any special procedures. Even though inter-
face normals and curvatures are not explicitly evaluated, the phase-field method is especially well suited for
problems in which the interface motion depends on gradients of an external field normal to the interface and
on the local curvature of the interface.

The objective of this study is to develop a general method for tracking sharp interfaces that is based on the
numerical solution of a phase-field-like propagation equation. The resulting method should be viewed in the
same spirit as the level-set method. Instead of avoiding the tracking of an interface, as in the traditional use of
the phase-field method, it is solely used for that purpose. The interface is no longer viewed as being diffuse and
no reference is made to thermodynamics of continuum phase transitions. However, the basic structure of the
propagation equation for the phase field is preserved. The / = 0 contour is used to locate the ‘‘sharp’’ inter-
face. The phase field / still varies in a hyperbolic tangent fashion normal to the interface over a thin, but
numerically resolvable region. Interface normals and curvatures can thus be easily calculated from the phase
field, but this is generally not necessary for the solution of the phase-field equation (unless the counter term
described below is needed to cancel back out curvature effects). The present method for interface tracking is
valid for completely general interface motions, including those that do not involve phase change, curvature-
driven motion, or any physics at all. When solving a physical problem, it does not need to (but can) be coupled
to the continuum conservation equations that are used in the phase-field method [14–16] and other diffuse
interface approaches (e.g., [17,18]). The present phase-field equation can also be solved in conjunction with
sharp interface formulations of the conservation equations, as is sometimes done when using the level-set
method for interface tracking [19–21].

In the traditional use of the phase-field method, the phase field is an order parameter that is not conserved.
Furthermore, in the presence of interface curvature the phase-field equation always accounts for curvature-
driven motion, which is not often recognized. In order to use the phase-field equation as a more general inter-
face tracking equation, it thus becomes necessary to modify it to allow for cases where the phase field must be
conserved (as in immiscible, incompressible two-phase flow) and where the interface motion is not driven by
curvature. For such cases, Folch et al. [22] introduced a so-called ‘‘counter term’’ in the phase-field equation
to cancel the curvature effect at the leading order, so that the phase field becomes non-relaxational and strictly
conserved for a divergence-free flow field. Then, the usual hyperbolic tangent / profile normal to the interface is
still obtained as the solution of the phase-field equation, but it is simply advected by the interface motion and
not modified by curvature effects. This method is adopted in the present study for cases that do not involve
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curvature-driven interface motion. The only other studies identified in the literature where the counter term is
used are by Biben, Misbah and coworkers [23–25]. None of these previous studies are directly concerned with
tracking of sharp interfaces. A counter term of a similar nature was introduced in a phase-field-like method for
interface tracking that was developed previously by one of the present authors and coworkers [26].

In addition to introducing an interface tracking technique based on the phase-field equation, the present
study also serves to clarify the differences and similarities between the phase-field method and other
approaches, in particular the level-set method. This is important in view of the fact that the phase-field method
is often obscured by complex thermodynamic derivations [15] (see also Appendix B) and is plagued by diffi-
culties associated with the coupling of the phase-field equation to other continuum equations (as exemplified
by the issues surrounding the so-called thin-interface limit [27]; see also Appendix A). By decoupling the
phase-field equation from the other equations, its merits for pure interface tracking can be better assessed.
For example, the numerical issues associated with the inclusion of arbitrary interface motion driven by an
external velocity field can be investigated in detail. While several studies have considered interfacial flows using
phase-field methods [22–25,28–33], they have generally not evaluated the numerical issues associated with the
discretization of the advection term in the phase-field equation or the extension to conserved phase fields. It is
shown below that the same ENO scheme as used in the level-set method can be successfully employed to dis-
cretize the advection fluxes. However, since the phase-field equation naturally maintains a hyperbolic tangent
/ profile of constant thickness normal to the interface during motion, no separate re-initialization equation, as
for the signed distance function in the level-set method, needs to be solved. Very recently, Olsson and Kreiss
[18] developed a conservative level-set method for two-phase flow that utilizes a phase-field-like (sinusoidal) /
profile of constant thickness normal to the interface and, hence, has some similarity with the present method.
However, that method relies on a two-step advection/artificial compression procedure that is quite different
from the phase-field approach.

The use of the phase-field equation for general interface tracking problems is demonstrated in the present
study for a variety of interface motions, including a constant normal interface speed, curvature-driven motion
and passive advection by arbitrary external flow fields. Classic numerical tests, such as the propagation of a
cosine curve with a constant interface speed, collapse of dumbbells under mean curvature, diagonal transla-
tion of a circle, rotation of Zalesak’s slotted disk and deformation of a circle with a single vortex, are used to
examine the present method for interface tracking. Many of these test cases involve interface topology changes
(e.g., pinch-offs) or singularities (e.g., sharp corners). Detailed numerical studies are performed to quantify the
accuracy of the phase-field method in capturing the exact interface location, conservation of mass and the con-
vergence rate with respect to grid spacing and other model parameters.

In Section 2, the present phase-field equation for sharp interface tracking is derived. The ability of the
phase-field function to represent a stationary sharp interface and approximate the curvature of an interface
is investigated in Section 3. In Section 4, the method is tested for the case of a constant normal interface speed.
Numerical tests for curvature-driven interface motion and interface motion due to external flow fields are pre-
sented in Sections 5 and 6, respectively. Comparisons are provided between the present phase-field model and
other interface tracking techniques. The conclusions are summarized in Section 7. Appendix A provides an
example of how explicit expressions for the interface velocity can be obtained for a certain physical problem. Appen-
dix B shows that the present equation for sharp interface tracking is indeed equivalent to a thermodynamically
derived phase-field equation. Appendix C summarizes the numerical methods and error measures used in this study.
2. Model equations

The present derivation of the phase-field equation starts from the same general interface advection equation
as used in other Eulerian techniques for interface tracking, i.e.,
o/
ot
þ u � r/ ¼ 0 ð1Þ
where / is the phase field, u is the velocity of the interface and t is time. In the same manner as in the level-set
literature [3,4], the velocity is decomposed into several parts. First, the interface velocity is split into a normal
interface speed, un and an interface velocity due to external advection, ue, as
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u ¼ unnþ ue ð2Þ

where n = $//j$/j is the unit vector normal to the interface. Eq. (1) can hence be rewritten as
o/
ot
þ unjr/j þ ue � r/ ¼ 0 ð3Þ
Second, the normal interface speed, un, is further decomposed into parts that are independent of and propor-
tional to the interface curvature, j, i.e.,
un ¼ a� bj ð4Þ

where the (variable) coefficients a and b have units of m/s and m2/s, respectively. The coefficient b must gen-
erally be positive [3,4]. Appendix A provides an example of how these two coefficients can be obtained for a
physical problem that is governed by a relatively complex set of interface conditions. Substituting Eq. (4) into
Eq. (3) results in
o/
ot
þ ajr/j þ ue � r/ ¼ bjjr/j ð5Þ
The interface curvature can be expressed as a function of the phase field via
j ¼ r � n ¼ r � r/
jr/j

� �
¼ 1

jr/j r
2/� ðr/ � rÞjr/j

jr/j

� �
ð6Þ
As in Beckermann et al. [16], the following kernel function for the variation of / normal to the interface is now
introduced
/ ¼ � tanh
nffiffiffi
2
p

W

� �
ð7Þ
where W is a measure of the width of the hyperbolic tangent profile (i.e., / varies from �0.9 to 0.9 over 3
ffiffiffi
2
p

W )
and n is the coordinate normal to the interface. Eq. (7) is motivated by the equilibrium / profile obtained in
thermodynamically derived phase-field models [15]. For systems out of equilibrium, Eq. (7) represents the
leading order solution for /. Other kernel functions are possible (e.g., a sinusoidal function [18,34]), but
are not investigated further here. Using Eq. (7), the normal derivatives of / can be expressed as
jr/j ¼ � o/
on
¼ 1� /2ffiffiffi

2
p

W
and

ðr/ � rÞjr/j
jr/j ¼ o

2/
on2
¼ �/ð1� /2Þ

W 2
ð8Þ
Substituting the second relation in Eq. (8) into Eq. (6) leads to the following expression for the curvature term:
j ¼ 1

jr/j r
2/þ /ð1� /2Þ

W 2

� �
ð9Þ
Substituting Eq. (9) into Eq. (5) yields
o/
ot
þ ajr/j þ ue � r/ ¼ b r2/þ /ð1� /2Þ

W 2

� �
ð10Þ
Eq. (10) is one of the versions of the phase-field equation for interface tracking investigated in this study. It
includes normal interface motion, curvature-driven motion and external advection. Note that Eq. (10) is a par-
abolic-type partial differential equation. The limit of vanishing curvature-driven interface motion, when b = 0
and Eq. (10) becomes hyperbolic, is treated below. Another version can be obtained by substituting the first
relation in Eq. (8) for j$/j into Eq. (10), resulting in
o/
ot
þ a

1� /2ffiffiffi
2
p

W
þ ue � r/ ¼ b r2/þ /ð1� /2Þ

W 2

� �
ð11Þ
In Eq. (11), the hyperbolic term aj$/j is converted into a nonlinear term in /. Hence, Eq. (11) may be easier to
implement numerically than Eq. (10). More importantly, it is shown in Appendix B (for ue = 0) that, with the
substitution for j$/j, Eq. (11) is equivalent to certain thermodynamically derived phase-field equations. A
comparison of the use of Eqs. (10) and (11) for ue = 0 is provided in Section 4.
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It should be noted that the special form of the right-hand side of Eq. (10) or (11) is the primary reason for
the unique nature of the phase-field method. As demonstrated in Section 3, for a stationary interface (when the
left-hand side vanishes) solving $2/ + /(1 � /2)/W2 = 0 yields the hyperbolic tangent profile, Eq. (7), of
width �W across the interface. This is true even in the absence of interface curvature. If instead the expression
for the curvature given by Eq. (6) were directly substituted for j in Eq. (5), the / profile would be undeter-
mined. Clearly, the width parameter W plays an important role in the phase-field equation. In the context
of the present study, W should be viewed as a purely numerical parameter and the method used to choose
a suitable W is explained in Section 3. Also note that the $2/ term on the right-hand side of Eq. (10) or
(11) will serve to smooth singularities in the interface shape; this is demonstrated in Section 4.

The case of no curvature-driven interface motion is treated using the counter term approach originally
introduced by Folch et al. [22]. The curvature term on the right-hand side of Eq. (10) is subtracted back
out as follows:
o/
ot
þ ajr/j þ ue � r/ ¼ b r2/þ /ð1� /2Þ

W 2
� jjr/j

� �
¼ b r2/þ /ð1� /2Þ

W 2
� jr/jr � r/

jr/j

� �� �
ð12Þ
Note that in view of Eq. (9), the right-hand side is nothing but b(jj$/j � jj$/j). However, Eq. (12) is different
from simply setting b = 0. This can be best understood by considering the case of a flat interface where j = 0.
In that case, the last term in Eq. (12), i.e., jj$/j, vanishes and the remaining terms on the right-hand side (i.e.,
$2/ + /(1 � /2)/W2) yield the hyperbolic tangent / profile as the stationary solution of Eq. (12). If instead
the coefficient b was set to zero, Eq. (12) would become a hyperbolic equation that advects any function /
with the interface velocity u = an + ue. The interplay of the left- and right-hand sides of Eq. (12), however,
relaxes an arbitrary initial phase field to a hyperbolic tangent profile across the interface and then sustains this
profile during interface motion. While the use of the counter term jj$/j in the absence of curvature-driven
interface motion may seem awkward at first, it is shown below that it provides accurate results. The reader
is referred to Folch et al. [22] for a rigorous mathematical analysis of the counter term in the phase-field equa-
tion. They show that for a finite interface width, it cancels out the original curvature term (i.e., $2/ + /
(1 � /2)/W2) at the leading order. It is important to note that in the absence of curvature-driven interface mo-
tion, the coefficient b no longer represents any physical quantities. In Eq. (12), b is a purely numerical param-
eter. It controls both the relaxation behavior of the / profile and the smoothing of interface singularities
through the dissipative nature of the $2/ term in multiple dimensions. Numerical results that show the effect
of different choices of the coefficient b on the accuracy of the present interface tracking method, including mass
conservation, and a method for choosing an optimum b are presented in subsequent sections.

A direct connection to the level-set method can be made by rewriting Eq. (12) in terms of a signed distance
function to the interface, w(=n), given by / ¼ � tanhðw=

ffiffiffi
2
p

W Þ. Such a substitution is equivalent to the non-
linear preconditioning technique for the phase-field method introduced by Glasner [35]. Then, Eq. (12)
becomes
ow
ot
þ ajrwj þ ue � rw ¼ b r2wþ 1

W
ð1� jrwj2Þ

ffiffiffi
2
p

tanh
wffiffiffi
2
p

W

� �
� jrwjr � rw

jrwj

� �� �
ð13Þ
Now it can be seen that the only difference to the level-set method is the right-hand side of Eq. (13). The right-
hand side serves to maintain and, at singularities, smooth the signed distance function during interface
motion. With respect to the former purpose, the right-hand side can be thought of as an integrated re-initial-
ization scheme for the w field [35]. The advantage of using preconditioning is that higher order derivatives of w
are independent of W, and therefore one can expect smaller discretization errors than with using Eq. (12). This
is demonstrated as part of the numerical tests in subsequent sections. Note that for the signed distance func-
tion w (=n), j$wj = ow/on = 1. A comparison of using j$wj = 1 in the second term on the left-hand side of Eq.
(13) versus discretizing j$wj using central differences (see Appendix C) is provided in Section 4.

In the present study, the phase-field equation is solved numerically using a standard explicit finite-difference
method together with a fourth-order ENO scheme for the hyperbolic term ue Æ $/. The details of the numerical
implementation are provided in Appendix C. This appendix also discusses the constraints on the time step and
the coefficient b in the absence of curvature-driven motion, and explains the error measures utilized in the
following numerical tests.
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3. Stationary interfaces

The above phase-field equations are first examined for stationary interfaces in order to illustrate how the
location of the sharp interface is obtained from the solution of the phase-field equation and how interface cur-
vature is approximated. The effects of grid spacing and nonlinear preconditioning are also investigated.

In the absence of interface motion (i.e., a = 0 and ue = 0) and for a planar interface (i.e., j = 0) in one
dimension, Eq. (12) reduces to the following dimensionless form:
Fig. 1.
solutio
o/
ot0
¼ o2/

ox02
þ /ð1� /2Þ ð14Þ
where t 0 = t/(W2/b) and x 0 = x/W. Numerical results at steady state (i.e., t 0 ! 1) are shown in Fig. 1(a) for
grid spacings of Dx 0 = 1 and Dx 0 = 0.5. The initial condition is taken to be a step function, i.e., / = 1 for x < 0
and / = �1 for x P 0. It can be seen that, at steady state, / indeed varies in a hyperbolic tangent fashion from
0.9 to �0.9 for �1:5

ffiffiffi
2
p

< x0 < 1:5
ffiffiffi
2
p

. A measure of the total width of the hyperbolic tangent profile, li, is
therefore given by li ¼ 3

ffiffiffi
2
p

W . For Dx 0 = 1, there are four grid points within li and the computed phase-field
profile shows some deviations from the exact solution at steady state, /ex ¼ � tanhðx0=

ffiffiffi
2
p
Þ. For the finer grid

spacing of Dx 0 = 0.5, there are eight grid points within li and the numerical solution overlaps with the exact
solution within the thickness of the lines in the figure. However, for this example, the variation of / away from
(a)

(b)
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the interface is of little consequence. For both grid spacings, the computed location of the interface (i.e., where
/ = 0) is exactly at x 0 = 0, and all error norms are exactly equal to zero. This is always true for the present
example as long as an even number of grid points is employed. Fig. 1(a) also shows the calculated variation
of the signed distance function, w, which is linear as expected. Again, the computed w = 0 location is exactly at
x 0 = 0. Note that w continues to change away from the interface, whereas / approaches constant values (i.e.,
±1). The fact that the phase-field function is constant away from the interface considerably simplifies its ini-
tialization (i.e., it can be initialized as a step function), compared to the level-set function.

In multiple dimensions, the stationary interface version of Eq. (12) can be written as
o/
ot0
¼ r02/þ /ð1� /2Þ � jr0/jr0 � r

0/
jr0/j

� �
ð15Þ
Eq. (15) is solved numerically in two dimensions for a circle of radius R 0 = R/W. Thus, this example illustrates
how well the phase-field equation can approximate an interface of a given curvature (j = 1/R). The initial con-
dition is a step profile for /, as illustrated in the upper panel of Fig. 1(b), with / = 1 and / = �1 inside and
outside of the circle, respectively. The computed phase-field distribution at steady state (when / changes by
less than 10�9) is shown in the lower panel of Fig. 1(b). The / = 0 contour (mid-way up the profile) in this
figure represents the calculated interface location, and it is compared to the exact circle in the following.

Fig. 2 shows the variation of the calculated error norms L1, L2, and L1 (see Appendix C) with the dimen-
sionless grid spacing Dx 0 for a circle of radius R 0 = 20. In this simple example, all three error norms show
approximately the same behavior. For Dx 0 < 1, a convergence rate with respect to Dx 0 of at least fourth order
can be observed. For Dx 0 > 1, no meaningful results are obtained. With Dx 0 = 0.5, corresponding to eight grid
points inside li, all error norms are about 10�4. Since Dx 0 = Dx/W, the results in Fig. 2 imply that a certain
minimum number of grid points are needed to accurately resolve the hyperbolic tangent / profile across
the interface. Due to the rapid convergence rate with respect to Dx 0, a grid spacing between 0.5W and
0.25W should provide sufficiently accurate results for most practical purposes.

Fig. 3 shows the calculated L1 norm as a function of the dimensionless radius of the circle, R 0. Results are
shown for Dx 0 = 0.5 and 0.25. If R 0 is too small (e.g., 2), the results become highly inaccurate because the /
profiles normal to the interface overlap inside the circle (see inset). For R 0 increasing from 2 (corresponding to
R = 4Dx) to about 5 (R = 10Dx), the error decreases very rapidly. At R 0 = 5, the / profiles no longer overlap
inside the circle (see inset) and the error norms start to level off. Hence, the radius of curvature should be at
least equal to the width of the hyperbolic tangent / profile, i.e., R P li ¼ 3

ffiffiffi
2
p

W ¼ 4:2W , in order to avoid
overlapping of the / profiles. The error norms keep decreasing for R 0 > 4.2, but at a relatively slow rate.
Therefore, as long as overlapping is prevented, the error is close to the minimum value that can be expected
for a given grid spacing (e.g., �10�4 for Dx 0 = 0.5). Further improvements in the accuracy are primarily
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obtained by decreasing Dx 0. As shown in both Figs. 2 and 3, decreasing Dx 0 from 0.5 to 0.25 results in a
decrease in the error for R 0 > 4.2 of almost two orders of magnitude.

The need to specify the width of the / profile across the interface through the parameter W, is an important
feature of the phase-field method. In the present context of sharp interface tracking, W is a purely numerical
parameter. A similar parameter exists in the level-set method, i.e., the thickness of the region where re-distanc-
ing is applied in the re-initialization scheme [36]. The above results allow for the following general conclusions
to be drawn regarding the selection of W. According to Fig. 2, the need to accurately resolve the / profile
results in the constraint that W needs to be larger than the grid spacing, i.e.,
W > Dx ð16Þ

Due to the fourth-order convergence rate with respect to W, there is generally no need to employ a W that is
greater than 2Dx to 4Dx (see Fig. 2). Unless otherwise noted, W = 2Dx (or Dx 0 = 0.5) is used in all subsequent
tests. It is important to keep W as small as possible (relative to Dx) in order to avoid overlapping of / profiles
for a curved interface, as discussed in connection with Fig. 3. If R is the local radius of curvature of an inter-
face, an upper constraint on W is given by
W < R=4:2 ð17Þ

which corresponds to R 0 > 4.2 in Fig. 3. The constraints given by Eqs. (16) and (17) combine into the require-
ment that the grid spacing Dx should be less than about 0.2R, i.e., about five grid points are needed to accu-
rately resolve a radius of curvature. This is not unreasonable for any interface tracking method.

Before proceeding, it is useful to examine the effect of preconditioning on the choice of W. The precondi-
tioned version of Eq. (15) can be written as
ow0

ot0
¼ r02w0 þ ð1� jr0w0j2Þ

ffiffiffi
2
p

tanh w0=
ffiffiffi
2
p� �

� jr0w0jr0 � r
0w0

jrw0j

� �
ð18Þ
where w 0 = w/W. For the stationary circle example from above, Fig. 4 shows a comparison of the L1 error norm
obtained with and without the use of nonlinear preconditioning, i.e., Eq. (18) versus Eq. (15), as a function of
the dimensionless grid spacing. With preconditioning, the results converge at a fourth-order rate up to at least
Dx 0 = 4. Recall that without preconditioning, no meaningful solutions are obtained for Dx 0 > 1. However, the
results with preconditioning become highly inaccurate for Dx 0 > 2 (the error norm is greater than 10�2), and a
dimensionless grid spacing much greater than unity cannot be recommended. For Dx 0 = 1 an improvement in
the accuracy by about a factor of five is obtained due to preconditioning. This constitutes the main advantage of
preconditioning and is consistent with the findings in Glasner [35] and Ramirez and Beckermann [37]. Note
from Fig. 4, however, that for Dx 0 6 0.5 the differences in the accuracy are negligibly small and preconditioning
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offers no advantage. Nonetheless, a more robust behavior of the method for large dimensionless grid spacings
can be of sufficient advantage in certain applications to justify the use of preconditioning.

4. Interface motion with a constant normal speed

For an interface moving exclusively with a constant normal interface speed, i.e., un = a = const., b = 0 and
ue = 0, Eq. (12) reduces to the following dimensionless form:
o/
ot0
þ jr0/j ¼ b0 r02/þ /ð1� /2Þ � jr0/jr0 � r

0/
jr0/j

� �� �
ð19Þ
where $ 0 = $/W, t 0 = t/(W/a), and b 0 = b/(Wa). Since curvature-driven interface motion is not considered, the
coefficient b 0 is a purely numerical parameter that controls the relaxation behavior of the phase-field profile
and the smoothing of interface singularities (see Section 2). The advection term in Eq. (19), i.e., j$ 0/j, is dis-
cretized using the central difference scheme (see Appendix C). Following the discussion leading to Eq. (11), the
j$ 0/j term can also be evaluated as jr0/j ¼ ð1� /2Þ=

ffiffiffi
2
p

; then, Eq. (19) becomes
o/
ot0
þ 1� /2ffiffiffi

2
p ¼ b0 r02/þ /ð1� /2Þ � jr0/jr0 � r

0/
jr0/j

� �� �
ð20Þ
The interface tracking equations given by Eqs. (19) and (20) are tested and compared in the following for the
classic cosine curve propagation problem suggested by [38]. Preconditioned versions of these equations are
also examined.

Consider an interface given by the periodic initial cosine curve [3]
cð0Þ ¼ ½1� s; ð1þ cos 2psÞ=4� ð21Þ

propagating with a normal speed of unity (i.e., un = a = 1). In Eq. (21), c(t) denotes the curve at different times
t and 0 6 s 6 1. As shown in Fig. 5, the interface soon develops a sharp corner at the center. Once this corner
develops, the normal is ambiguously defined. One possible solution is that the curve passes through itself gen-
erating a double-valued swallowtail, as shown in Fig. 5(a). Fig. 5(b) illustrates an alternative weak solution
that can be obtained through a Huygen’s principle construction [38]. This construction represents the physi-
cally meaningful solution if the curve is an interface separating two phases. As shown in Fig. 5(b), the wave
front always corresponds to the ‘‘first arrivals’’, and the ‘‘tail’’ present in Fig. 5(a) is removed. The Huygen’s
principle construction is the exact solution used below in evaluating numerical errors. Obviously, the numer-
ical resolution of the sharp corner represents the main challenge in this test case.



Fig. 5. Analytical solutions for the propagating cosine curve test problem at five different times (bottom curve is for t = 0): (a) swallowtail
solution, and (b) Huygen’s principle construction after Sethian [38].
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Numerical solutions of Eqs. (19) and (20) are obtained on a rectangular domain of dimensions [0,1] in x

and [�0.1, 1.1] in y using a uniform mesh of 100 · 120 grid points. As discussed in Section 3, Dx 0 is chosen
equal to 0.5, which fixes the value of W. Numerical tests indicate that a Courant number of Dt 0/Dx 0 = 0.1
is sufficient for the results to be considered converged with respect to the time step. With these choices for
Dx 0 and Dt 0, the upper limit on the coefficient b 0 is given by Eq. (C.5) as b 0 < 1.2.

Fig. 6 shows computed / = 0 contours at the same times as for the exact solution in Fig. 5. Fig. 6(a) and (b)
(left and right sides, respectively) are for b 0 = 0.5 and b 0 = 0.01, respectively, while the upper and lower panels
are the results obtained using Eqs. (19) and (20), respectively. Clearly, the results for b 0 = 0.5 are in much bet-
ter agreement with the exact solution than for b 0 = 0.01. For b 0 = 0.5 (Fig. 6(a)), a slight rounding of the cor-
ner can be observed, but otherwise the curve propagates at close to the correct speed. When the advection term
is evaluated using ð1� /2Þ=

ffiffiffi
2
p

, as in Eq. (20), the curve propagates slightly behind the exact solution (lower
panel of Fig. 6(a)). This effect is highly amplified for b 0 = 0.01 (lower panel of Fig. 6(b)), where the curve can
be seen to travel far behind the exact solution and the corner is severely rounded. For such a low b 0, the hyper-
bolic tangent profile across the interface is not well maintained during interface motion; hence, using
ð1� /2Þ=

ffiffiffi
2
p

to propagate the interface leads to inaccurate local interface velocities. On the other hand, direct
discretization of the advection term j$ 0/j, as when using Eq. (19), does not produce this deleterious effect for
small b 0. As can be seen in the upper panel in Fig. 6(b), the interface propagates at approximately the correct
speed, even though b 0 is very small (0.01). However, a well-known numerical instability occurs when discret-
izing j$/ 0j using the central difference scheme and using a very small b 0 [3]: the interface starts to develop a
wiggle at the location of the corner (upper panel of Fig. 6(b)). For larger b 0, as in the upper panel of
Fig. 6(a), this instability is successfully prevented. In summary, for a sufficiently large coefficient b 0, the present
form of the right-hand side of Eq. (19) or Eq. (20) works well to cancel out curvature-driven interface motion
and to suppress instabilities at corners, while maintaining the hyperbolic tangent profile during interface
motion. For the same value of b 0, direct central difference discretization of the advection term j$ 0/j [Eq.
(19)] results in more accurate interface propagation than with substituting ð1� /2Þ=

ffiffiffi
2
p

for the advection term
[Eq. (20)]. For a coefficient b 0 that is too small or zero, a more complex discretization method for the advection
term on the left-hand side would have to be employed (such as the ENO scheme).

Fig. 7 shows the corresponding results obtained with nonlinear preconditioning of Eqs. (19) and (20). For
b 0 = 0.5, as shown in Fig. 7(a), the results are somewhat improved relative to those without preconditioning
(Fig. 6(a)): the corner that develops at later times is sharper and the interface propagation is more accurate.
Comparing the upper and lower panels in Fig. 7(a), with preconditioning the interface velocities are accurately
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calculated with both central differencing for the advection term j$ 0wj (upper panel) and using j$ 0wj = 1 (lower
panel); the same is true even for b 0 = 0.01, as can be seen from Fig. 7(b). Hence, preconditioning is of partic-
ular advantage when evaluating the norm of /. However, even with preconditioning, the use of a coefficient b 0

that is too small (i.e., 0.01) introduces large errors at the location of the corner. As shown in the upper panel of
Fig. 7(b), for central differencing of the advection term numerous small-scale wiggles appear at the corner.
With j$ 0wj = 1 (lower panel of Fig. 7(b)), a severe rounding of the corner results from the use of a b 0 that
is too small.

The issue of finding an optimum value for the coefficient b 0 in the absence of curvature-driven interface
motion is further investigated in Fig. 8. In this figure all three error norms (see Appendix C) for the / = 0
contour at t 0 = 10 are plotted against b 0. Only results from calculations based on Eq. (19) are shown; the
trends are the same when using Eq. (20) or preconditioning. It can be seen that the error norms decrease
at a second-order rate with increasing b 0. However, for b 0 greater than about 0.2 the error norms essentially
cease to decrease and, as expected, no stable solution is obtained beyond the upper limit of b 0 = 1.2. The flat-
tening of the decrease in the error norms for b 0 > 0.2 can be explained as follows. Increasing b 0 generally results
in better enforcement of the hyperbolic tangent phase-field profile across the interface and, hence, more accu-
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rate approximation of the norm and curvature. On the other hand, larger b 0 enhance any discretization errors
and numerical dissipation from the right-hand side of Eq. (19); recall that in the absence of curvature-driven
motion, the right-hand side of Eq. (19) should vanish at first order. In practice, Fig. 8 shows that any choice of
b 0 within about one order of magnitude below the upper limit given by the Courant–Friedrichs–Levy (CFL)
condition [Eq. (C.5)] yields L1 and L2 error norms that are approximately equal to the minimum value that
can be expected for Dx 0 = 0.5 (i.e., �10�4 as shown in Fig. 2). Note that in Fig. 8 the L1 error norm is sub-
stantially higher than the other two norms. This reflects the increased local error in the computed interface
shape near the corner due to wiggles or excessive rounding. Since the L1 error norm shows a minimum at
approximately b 0 = 0.5, this value for the coefficient b 0 can be regarded as an optimum value for cases where
curvature-driven interface motion is absent.

5. Curvature-driven interface motion

Using the phase-field equation for interface tracking is particularly straightforward when curvature-driven
interface motion is present (since the counter term is not needed and b is no longer a numerical parameter).
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Focusing on the case where un = �bj by setting a = 0 and ue = 0 in Eq. (10), the phase-field equation can be
written in dimensionless form as
o/
ot0
¼ r02/þ /ð1� /2Þ ð22Þ
where t 0 = t/(W2/b). Eq. (22) avoids the direct calculation of the interface normal and curvature, as is typical
for the phase-field method. Recall from the discussion in Section 2 that the right-hand side of Eq. (22) has a
different effect than just modeling curvature-driven interface motion; the right-hand side maintains the hyper-
bolic tangent / profile even in the absence of curvature. Note that the absence of W from Eq. (22) is solely due
to the non-dimensionalization employed; W is still an important numerical parameter in this example (see be-
low). Eq. (22) can be expected to work well in the presence of interface singularities and topology changes
because of the dissipative nature of the $ 02/ term (in multiple dimensions), as already discussed. This is illus-
trated next using the well-known example of the collapse of three-dimensional dumbbells under curvature
(with b = 1) after Sethian [39].

Consider the three-dimensional dumbbell shown in Fig. 9(a). It is made up of two spheres, each of radius 3,
that are connected by a cylindrical handle of radius 1.5. Using this dumbbell as the initial interface shape, Eq.
(22) is solved on a 20 · 7 · 7 domain using, as a base case, a uniform mesh of 200 · 70 · 70 grid points. The
parameter W is again chosen according to Dx 0 = 0.5. For simplicity, only a 7-point finite-difference stencil is
used for the discretization of the $ 02/ term, instead of the 27-point stencil that would result from an extension
of Eq. (C.1) to three dimensions. The computed evolution of the dumbbell in its diagonal cross-section is
shown in Fig. 9(b). The interface is plotted every 1000 time steps, until the handle becomes small; then, the
interface is shown every 100 time steps. Since the initial shape is only piece-wise continuous, the sharp corners
are quickly smoothed out as the surface of the dumbbell moves inward [39]. The handle narrows as the surface
shrinks, until it pinches off and the dumbbell separates into two pieces. These two pieces continue to shrink,
while acquiring a more spherical shape.

The results of a grid convergence study for this case are shown in Fig. 10. The figure shows the calculated
pinch-off time as a function of the number of grid points in the direction parallel to the handle (i.e., in the x

direction). The number of grid points in the other directions was adjusted to maintain a uniform, square mesh.
Also included in the figure are the results of Sethian [39] who used the level-set method. It can be seen that as
the mesh is refined to 250 grid points in the x direction, the pinch-off time converges to about t = 1.12. Above
140 grid points, the convergence rates of the phase-field and level-set methods are approximately the same.
The accuracy of the phase-field method deteriorates more quickly for grid numbers below 140. This can be
attributed to overlapping of / profiles for curved interfaces, as discussed in connection with Fig. 3. In the
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Fig. 9. Evolution of a 3-D dumbbell due to curvature-driven interface motion using a 200 · 70 · 70 mesh: (a) initial shape and (b) cross-
section showing interface contours at later times.
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present convergence study, increasing the grid spacing Dx, while keeping Dx 0 = Dx/W constant at 0.5, results
in an increasing W. Ultimately, the width of the / profile becomes larger than the local radii of curvature, R,
and the condition given by Eq. (17) is violated. This leads to the same kind of rapid increase in the error as
observed in Fig. 3 for R 0 < 4.2.

An extension of this example is the collapse of a four-armed dumbbell under curvature, as studied by
Chopp and Sethian [40] using the level-set method. The initial interface shape is shown in the upper-left panel
of Fig. 11. Eq. (22) is solved using the same conditions as in the previous example but with a mesh consisting
of 100 · 100 · 35 grid points. Computed interfaces are shown in Fig. 11 at three times that are close to the
pinch-off. As the surface of the dumbbell collapses under its curvature, the four handles pinch-off, leaving
a separate closed surface in the center. This ‘‘pillow’’ is formed because the curvature of each handle is larger
than that of the saddle joints [40]. Once the pillow becomes separated, it quickly collapses to a point and
finally disappears. It can be verified that the results shown in Fig. 11 match very well with those in Fig. 6
of Chopp and Sethian [40].



Fig. 11. Calculated collapse of a four-armed dumbbell under curvature using a 100 · 100 · 35 mesh.
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The above examples demonstrate that the phase-field method is especially well suited for complex curva-
ture-driven interface motions, including those that involve topology changes. Eq. (22) can be implemented
numerically in literally a few lines of code. This simplicity of the phase-field method for curvature-driven inter-
face motion is likely the primary reason for its popularity in phase-change applications [15], where such
motions are usually present.

6. Interface motion due to external flow fields

In this section, the phase-field equation is tested for passive interface advection by various external flow
fields, ue. Uniform translations and solid body rotations are widely used to test interface tracking algorithms
[9,12,41,42]. An acceptable tracking method should translate and rotate smooth bodies without significant dis-
tortion of the interface. Also, for a divergence-free flow field (as in incompressible flows) volume (or mass)
should be conserved rigorously. More challenges arise when corners and sharp edges are advected in these
velocity fields. Sometimes, strong and non-uniform vorticity fields are used to significantly distort the shape
of the interface and induce topology changes [12,41]. In the present study, diagonal translation of a circle
across a square domain is used as a first test case. Then, Zalesak’s slotted disk [43] with sharp corners is used
in a rotation test. Finally, a single vortex is used in a test to deform an initially circular shape, spinning and
stretching it into a filament that spirals toward the vortex center [44].

In the absence of normal interface motion, Eq. (12) can be written in dimensionless form as
o/
ot0
þ u0e � r0/ ¼ b0 r02/þ /ð1� /2Þ � jr0/jr0 � r

0/
jr0/j

� �� �
ð23Þ
where t 0 = t/(W/umax), u0e ¼ ue=umax, and b 0 = b/Wumax, where umax is the maximum external velocity. Eq. (23)
is solved numerically in two dimensions for all of the following test cases. The fourth-order Convex ENO
(CENO) scheme of Liu and Osher [45] is used to calculate the numerical fluxes for the hyperbolic term,
u0e � r0/, as described in Appendix C. Since the test cases in this section do not involve curvature-driven
motion, b 0 is just a numerical parameter, as described earlier. All results presented in this section are obtained
using a dimensionless grid spacing of Dx 0 = 0.5 and a dimensionless time step of Dt 0 = 0.05. Based on Eq.
(C.5), the upper limit of b 0 is then equal to 1.2. Mass conservation is assessed by integrating the volume frac-
tion, u, over the entire solution domain. The relation between the volume fraction, u, and the phase field, /, is
given by / = 2u � 1.
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6.1. Diagonal translation of a circle

In this test case, a circle of radius R = 0.15 is diagonally translated across a unit square domain. The circle
is initially centered at (0.25, 0.25), and the phase field is initialized to / = 1 and / = �1 inside and outside of
the circle, respectively. A uniform and constant velocity field, u0e ¼ v0e ¼ 1:0, is imposed everywhere in the
domain. The circle is translated until it is centered at (0.75, 0.75); then, it is returned to its initial position
by inverting the velocity field instantaneously. The circle should not change its shape as a result of the trans-
lation. Errors are measured after the circle returns back to its initial position.

The computed / = 0 contours both after the half domain translation and at the final position of the circle
are plotted in Fig. 12 for two different values of b 0 and two mesh sizes. Fig. 12(a) shows that with b 0 = 0.5, the
shape of the circle is well maintained and almost overlaps with the initial circle (dashed line) after one full
domain translation. A slight improvement in the accuracy can be observed with refining the mesh from
80 · 80 (upper panel) to 160 · 160 (lower panel) grid points. On the other hand, as shown in Fig. 12(b), for
b 0 = 0.01 the interface fluctuates and a significant loss of mass can be observed for both the 80 · 80 and
160 · 160 meshes. This indicates that the present form of the right-hand side of the phase-field equation
together with a suitable value for the coefficient b 0 (i.e., 0.5) works well in maintaining the circle during trans-
lation. The cases with b 0 = 0.01 illustrate that without the right-hand side, even when a high-order advection
scheme and a relatively fine grid are used, good results are generally not obtained. Recall from the discussion
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in Section 2 that for b 0 = 0 the present phase-field equation becomes identical to the level-set propagation
equation. Hence, the right-hand side of the phase-field equation (for a reasonably large b 0) serves a similar
purpose as the re-initialization scheme in the level-set method: it maintains the profile of the indicator function
across the interface during motion. As shown in Section 4, the right-hand side of the phase-field equation also
suppresses instabilities.

The various errors are evaluated more quantitatively in the following two figures. The L1, L2, and L1 error
norms (see Appendix C) are shown as a function of b 0 in Fig. 13 for the 80 · 80 mesh. A behavior very similar
to that for the propagating cosine curve in Fig. 8 can be observed. For b 0 approaching 0.1, the errors decrease
at a second-order rate. For b 0 > 0.1, the errors are approximately constant at their respective minimum values.
Slight increases in the errors are present for b 0 close to the maximum value of 1.2. Fig. 14 shows the mass con-
servation percentage (initial mass minus final divided by initial) as a function of b 0 for both the 80 · 80 and
160 · 160 meshes. The mass conservation error decreases rapidly as b 0 = 0.1 is approached and is relatively
constant for b 0 between 0.1 and the maximum value of 1.2. Again, b 0 = 0.5 appears to be an optimal choice.
Conservation of mass improves significantly with mesh refinement. For b 0 = 0.5 and the 160 · 160 mesh, mass
conservation after 16,000 time steps is achieved to within 0.2%.
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6.2. Solid body rotation of a slotted disk

In the next test case, Zalesak’s slotted disk [43] is rotated around the center of a unit square domain using a
uniform vorticity field given by u0e ¼ 2y � 1:0 and v0e ¼ 1:0� 2x (see Fig. 15). The disk of radius R = 0.15 and
slot width H = 0.05 is initially centered at (0.5,0.75). The phase field is initialized to / = 1 and / = �1 inside
and outside the disk, respectively. Errors are measured after the disk returns back to its initial position.

Interface contours after half and full domain rotations are shown in Fig. 15 for the same two values of b 0

and two mesh sizes as in Fig. 12. Fig. 15(a) shows that for b 0 = 0.5 the shape of the slotted disk is generally
well maintained during rotation. For the coarser grid (upper panel), some errors can be observed at most loca-
tions along the interface. The results are improved with the finer mesh (lower panel); here, only a slight round-
ing of the corners occurs, while all other parts of the interface are well preserved. It can be verified that the
results in the lower panel of Fig. 15(a) are close to the best results reported for this test case in the literature
[4,46]. On the other hand, for b 0 = 0.01, as shown in Fig. 15(b), the advected interface becomes highly
deformed and heavily jagged. For the 80 · 80 mesh (upper panel), the interfaces from the two sides of the slot
are starting to merge. The results do not improve much when using the finer mesh of 160 · 160 grid points.
For reference, the calculated error norms and mass losses for the four cases shown in Fig. 15 are provided
in Table 1 (Cases 2a, 2b, 4a, and 4b). It can be seen that mass loss is not a significant problem when using
b 0 = 0.5, i.e., the mass loss is equal to 1.7% for the 80 · 80 mesh and 1.1% for the 160 · 160 mesh. For
b 0 = 0.01, on the other hand, the mass increases by more than 6% and 13% for the 80 · 80 and 160 · 160
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Table 1
Error norms and mass losses for Zalesak’s slotted disk test

Case Grid Present phase-field method Level-set [13] Particle level-set [47]

b 0 Dx 0 L1 L2 L1 Mass loss (%) Mass loss (%) Mass loss (%)

1 50 · 50 0.5 0.5 1.52 · 10�2 5.23 · 10�2 0.523 3.3 100 3.09
2a 80 · 80 0.01 0.5 0.133 0.489 6.211 �13.4 N/A N/A
2b 0.5 0.5 4.91 · 10�3 1.74 · 10�2 0.241 1.7
3 100 · 100 0.5 0.5 2.83 · 10�3 1.01 · 10�2 0.168 1.4 �5.3 1.07
4a 160 · 160 0.01 0.5 6.71 · 10�2 0.149 2.974 �6.1 N/A N/A
4b 0.5 0.5 8.27 · 10�4 3.21 · 10�3 7.93 · 10�2 1.1
5 200 · 200 0.5 0.5 5.71 · 10�4 2.24 · 10�3 5.72 · 10�2 0.8 0.54 0.22
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meshes, respectively. In summary, while the slotted disk test illustrates that sharp corners can be the cause of
strong numerical instabilities, the use of an optimal coefficient b 0 (i.e., 0.5) results in good performance of the
present method. The use of a high-order advection scheme alone, without the right-hand side of Eq. (23), does
not suppress instabilities and results in large mass losses.

In order to provide a quantitative comparison with the level-set method, additional runs of the slotted disk
test were performed for mesh sizes of 50 · 50, 100 · 100, and 200 · 200. The calculated error norms and mass
losses are also shown in Table 1 (Cases 1, 3, and 5). The mass losses are compared to those reported by Enright
and coworkers [13,47] for two different level-set methods: the standard level-set method (with re-initialization)
and a semi-Lagrangian particle level-set method. The most significant finding from this comparison is that for
the two coarsest meshes (50 · 50 and 100 · 100), the present phase-field method has a similar accuracy as the
particle level-set method of Ref. [47] (about 3% and 1% mass loss, respectively). As is well known, the standard
level-set method [13] suffers from significant mass loss problems for such coarse meshes (100% and �5.3%,
respectively). For the finest mesh (200 · 200), on the other hand, all three methods perform reasonably well
(less than 0.8% mass loss), with the particle level-set method showing the best result (0.22% mass loss). This
indicates that further improvements in the present phase-field method are possible by combining it with a
semi-Lagrangian particle technique.

6.3. Deformation of a circle by a single vortex

The final case examined here is the single vortex test of Bell et al. [44]. In this test, a circle is deformed with a
velocity field defined by the stream function
W ¼ 1

p
sin2ðpxÞ sin2ðpyÞ cosðpt=T Þ ð24Þ
As shown in Fig. 16 by the dashed line, initially the circle has a radius of 0.15 and is centered at (0.50,0.75) in a
unit square domain. The phase field is initialized to / = 1 and / = �1 inside and outside the circle, respec-
tively. The advection by the vorticity field causes the circle to evolve into a filament that spirals toward the
vortex center at (0.5,0.5). Following LeVeque [48], the temporal cosine term, cos(pt/T), is used to reverse
the flow. The interface is back at its initial location at t = T, at which time the errors can be evaluated. Com-
mon reversal times used in the literature are T = 2.0 and T = 12.0 [12], and both of these values are examined
in the following.

For T = 2.0, computed / = 0 contours at t = 1.0 and 2.0 are shown in Fig. 16 for the same two values of b 0

and two mesh sizes as in Figs. 12 and 15. As in these previous figures, the results for b 0 = 0.5 (Fig. 16(a)) can be
considered good. For b 0 = 0.01 (Fig. 16(b)), the final circle at t = T is heavily distorted and a loss of mass
becomes apparent. The grid refinement provides a significant improvement for b 0 = 0.5, but appears to be
of little value for b 0 = 0.01 since both of the results for this value of b 0 are rather inaccurate. The calculated
error norms and mass losses for the four cases of Fig. 16 are provided in Table 2 (Cases 2a, 2b, 4a, and 4b).
Based on the error norms, a convergence rate of about second order is achieved. For b 0 = 0.5, the mass loss is
reasonably small for both meshes (2.2% and 0.9% for the 80 · 80 and 160 · 160 meshes, respectively). For
b 0 = 0.01, the mass loss becomes unacceptably large regardless of the mesh. These observations are similar
to those made in connection with the previous test cases.
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Fig. 16. Calculated / = 0 contours at maximum deformation (t = 1.0) and after return to the initial position (t = 2.0) for the single vortex
test with T = 2.0 (dashed line: initial interface contour; upper panels: 80 · 80 mesh; lower panels: 160 · 160 mesh): (a) b 0 = 0.5, and
(b) b 0 = 0.01.

Table 2
Error norms and mass losses at t = 2.0 for the single vortex test with T = 2.0

Case Grid Present phase-field method VOF-PLIC [5] VOF + marker [12]

b 0 Mass loss (%) L1 L2 L1 LVOF
1 LVOF

1 LVOF
1

1 64 · 64 0.5 3.2 6.38 · 10�3 4.09 · 10�2 0.483 5.23 · 10�4 5.85 · 10�4 2.69 · 10�4

2a 80 · 80 0.01 10.3 2.94 · 10�2 9.97 · 10�2 3.071 N/A N/A N/A
2b 0.5 2.2 3.41 · 10�3 1.84 · 10�2 0.237
3 128 · 128 0.5 1.3 8.51 · 10�4 3.99 · 10�3 6.44 · 10�2 1.17 · 10�4 1.31 · 10�4 5.47 · 10�5

4a 160 · 160 0.01 4.1 6.27 · 10�3 3.43 · 10�2 0.438 N/A N/A N/A
4b 0.5 0.9 4.42 · 10�4 1.76 · 10�3 3.53 · 10�2

5 256 · 256 0.5 0.6 2.22 · 10�4 8.82 · 10�4 1.71 · 10�2 4.97 · 10�5 N/A 1.36 · 10�5
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In order to compare the results for this test case to those available in the VOF literature, additional runs
with mesh sizes of 64 · 64, 128 · 128, and 256 · 256 were made. The calculated error norms and mass losses
are provided in Table 2 (Cases 1, 3, and 5). Two different VOF methods are considered: the VOF-PLIC (piece-
wise linear interface calculation) method of Rider and Kothe [5] and the mixed Lagrangian marker and VOF
method of Aulisa et al. [12]. The comparison is based on the LVOF

1 error norm defined in Appendix C. The mass
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loss is negligibly small in the VOF methods. It can be seen that the present LVOF
1 error norms are of about the

same magnitude as those reported for the VOF-PLIC method [5]. It should be noted, however, that the present
phase-field technique avoids the relatively complex interface reconstruction procedures needed in the VOF
method for the evaluation of interface normals and curvatures. Table 2 also shows that the LVOF

1 error norms
for the more intricate mixed marker and VOF method of Ref. [12] are smaller by about a factor of two,
regardless of the mesh.

Larger shape changes occur for an evolution time of T = 12.0, as shown in Fig. 17. Computed interface
contours, using b 0 = 0.5 only, are provided in Fig. 17(a) and (b) for t = 1.0 and 2.0, respectively. Results
are included for 160 · 160 and 320 · 320 meshes. The solid and dashed lines are for calculations without
and with nonlinear preconditioning, respectively. Fig. 17 shows that, once a filament is generated, a finer grid
helps to better resolve the thin ‘‘tail’’. For the same mesh size, nonlinear preconditioning also improves the
results, as expected. The mass conservation errors are given in Table 3 for mesh sizes of 128 · 128,
160 · 160, 256 · 256, and 320 · 320. It can be seen that preconditioning reduces the mass loss by 2.1% for
the 128 · 128 mesh, by 1.8% for the 160 · 160 mesh, and by 0.9% for the 256 · 256 and 320 · 320 meshes.
On the other hand, more significant improvements of 7.3% and 3.8% without preconditioning and 6.1%
and 2.9% with preconditioning are obtained when refining the grid by a factor of two in each direction from
128 · 128 to 256 · 256 and 160 · 160 to 320 · 320, respectively. For the 320 · 320 mesh with preconditioning,
mass conservation is achieved to within 98.8%. Even for this mesh some mass loss occurs, because the thin
filament tail becomes under-resolved.
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Fig. 17. Calculated / = 0 contours for the single vortex test with T = 12.0 using 160 · 160 and 320 · 320 meshes and b 0 = 0.5 (solid lines:
without preconditioning; dashed lines: with preconditioning): (a) t = 1.0, and (b) t = 2.0.

Table 3
Mass losses at t = 2.0 for the single vortex test with T = 12.0 and b 0 = 0.5

Grid Preconditioning Mass loss (%)

128 · 128 No 10.4
128 · 128 Yes 8.3
160 · 160 No 5.9
160 · 160 Yes 4.1
256 · 256 No 3.1
256 · 256 Yes 2.2
320 · 320 No 2.1
320 · 320 Yes 1.2
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7. Conclusions

A general interface tracking technique has been proposed that is based on the numerical solution of various
forms of the phase-field equation. The method enforces a hyperbolic tangent phase-field profile of constant
thickness across the interface, which avoids the need for a separate re-initialization or artificial compression
scheme. Its dissipative properties make it well suited for cases that involve interface singularities. While the
phase-field method is most easily applied to cases with curvature-driven interface motion, a previously devel-
oped counter term is used in those cases that do not involve such motion. The issues of finding a suitable width,
W, of the hyperbolic tangent profile and an optimum coefficient b 0 in the absence of curvature-driven interface
motion are addressed in a general manner. It is shown that for interface motion driven by arbitrary external flow
fields, the fourth-order CENO scheme often used in the level-set method provides an effective numerical approx-
imation of the advection fluxes in the phase-field equation. The effects of nonlinear preconditioning and other
modifications to the standard phase-field equation are also investigated. The method is tested for a number of
well-documented interface motions, including some that involve corners, sharp edges and topology changes. It is
found that the phase-field method provides good numerical accuracy, mass conservation, and convergence
properties. Its ease of implementation and efficient nature should make the method a popular technique for a
large variety of interface tracking applications. Further improvements are possible by combining the present
phase-field approach with particle or VOF methods, as has been done for the level-set method [13,47,49].
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Appendix A. Determining a and b for a Stefan problem

As mentioned in Section 1, the present method for interface tracking can be used in conjunction with both
sharp and diffuse interface (continuum) equations describing the physics of a problem. Even in a sharp inter-
face approach, it is not always clear how the coefficients a and b in Eq. (4) for the normal interface velocity
should be expressed if the problem is governed by a complex set of coupled interface conditions. The meaning
of the coefficients a and b is even less clear in the context of diffuse interface approaches, such as the phase-field
method, where sharp interface conditions are usually not considered. This appendix explains how explicit
expressions for a and b can nonetheless be obtained. The specific example considered is a solidification heat
flow problem (i.e., a Stefan problem) involving the Stefan and Gibbs–Thomson interface conditions.

For solidification of pure materials from the melt, the normal interface speed is controlled by the temper-
ature gradients on each side of the interface according to the Stefan condition
un ¼ D
oh
on

				
s

� oh
on

				
l

� �
ðA:1Þ
where h = (T � Tm)/(L/cp) is the dimensionless temperature, Tm is the melting temperature, L is the latent heat
of fusion, cp is the specific heat at constant pressure, D is the thermal diffusivity, and subscripts s and l denote
the solid and liquid phases, respectively. Comparing Eq. (A.1) to the general form of the normal interface
speed equation, un = a � bj, i.e., Eq. (4), it can be seen that the entire right-hand side of Eq. (A.1) should
be assigned to a and b = 0. However, this simplistic approach overlooks the fact that in many solidification
problems, the interface motion depends sensitively on the local curvature of the interface. This curvature
dependence arises from the (extended) Gibbs–Thomson condition for the interface temperature, hi, i.e.,
hi ¼ �d0j� bun ðA:2Þ

where d0 = rTmcp/L2 is the capillary length, r is the surface tension, and b is an interface kinetic coefficient.
Eq. (A.2) can be solved for the normal interface speed as
un ¼ �
hi

b
� d0

b
j ¼ a� bj ðA:3Þ
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so that a comparison with Eq. (4) gives a = �hi/b and b = d0/b. However, Eq. (A.3) is of little practical use,
because the interface temperature, hi, is not known a priori. More importantly, the kinetic coefficient, b, is ex-
tremely small in real solidification systems and, in fact, most analyses of solidification problems assume b = 0,
so that Eq. (A.3) becomes singular. Thus, the normal interface speed is indeed controlled by the normal tem-
perature gradients, i.e., Eqs. (A.1) and (A.2) should only be used to obtain the interface temperature. How-
ever, the temperature gradients at the interface depend strongly on the interface temperature, which in turn
is a function of the interface curvature and velocity. Thus, fully implicit sharp interface approaches to Stefan
problems would require an iterative procedure to simultaneously determine the interface temperature (or cur-
vature) and velocity, while solving the unsteady heat equation in the solid and liquid regions. In an explicit
approach, the interface temperature could simply be updated at the end of each time step [19–21].

Explicit expressions for the coefficients a and b can also be obtained in the context of diffuse interface
approaches, as shown the following for the Stefan problem. This derivation illustrates that a set of sharp inter-
face conditions can be satisfied exactly in a diffuse interface method. In a diffuse interface solution, the tem-
perature varies continuously and smoothly across the diffuse interface, as illustrated in Fig. A.1. This
temperature variation is obtained from the solution of a continuum heat equation that accounts for the latent
heat release inside the diffuse interface (see, for example, [15]). Fig. A.1 shows that the temperature inside the
diffuse interface, h, is generally different from the temperature of the sharp interface, hi. In view of Fig. A.1, the
difference in the temperature gradients at the interface can be approximated as
F

oh
on

				
s

� oh
on

				
l

� �
� hi � h

W
ðA:4Þ
where W is, as before, a measure of the width of phase-field variation across the interface. Substituting Eq.
(A.1), Eq. (A.4) becomes
hi � h
W
¼ A

un

D
ðA:5Þ
where A is a constant of proportionality. Substituting Eq. (A.2) for hi into Eq. (A.5) yields
h ¼ �d0j� bþ AW
D

� �
un ðA:6Þ
which can be compared directly to Eq. (A.2). It can be seen that the temperature variation inside the diffuse
interface yields an effective kinetic coefficient equal to AW/D. Solving Eq. (A.6) for un yields
un ¼
�h

bþ AW =D
� d0

bþ AW =D
j ðA:7Þ
A comparison with Eq. (4) gives
a ¼ �h
bþ AW =D

and b ¼ d0

ðbþ AW =DÞ ðA:8Þ
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ig. A.1. Schematic illustration of the thin-interface analysis of the Stefan problem in the context of the phase-field method.
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Now, the expression for a no longer contains the unknown interface temperature hi, but the temperature h
which is known from the solution of the continuum heat equation. More importantly, for a finite width W,
the kinetic coefficient b can be allowed to vanish without causing any singularity. The constant of proportion-
ality A is of the order of unity and its exact value can be determined analytically [27]. Substituting Eq. (A.8)
into Eq. (10) or (11), and solving the resulting phase-field equation together with a diffuse interface version of
the heat equation, causes the solution to satisfy the Stefan and Gibbs–Thomson interface conditions exactly,
even though the interface is diffuse. The above result for the coefficients a and b is equivalent to that obtained
by Karma and Rappel [27] from a matched asymptotic analysis of the coupled phase-field and heat equations;
this analysis is commonly referred to as the thin-interface limit. A thin-interface analysis for two-phase flow
problems can be found in Refs. [16,33,34].

Appendix B. Relation to free energy based phase-field models

In certain classes of thermodynamically derived phase-field models, the phase field / is governed by the
Allen–Cahn equation, which guarantees a decrease in the total free energy with time, as in [15]
o/
ot
¼ � 1

M
dF
d/

ðB:1Þ
where M is the positive interface mobility, F is the free energy functional, and d denotes the functional deriv-
ative d/d/ = oV/o/ � $[oV/o($/)], where the subscript V denotes the functional density. Taking as an exam-
ple the solidification of a pure substance, F can be written as
F ¼
Z

V
f ð/; hÞ þ e2

2
jr/j2

� �
dV ðB:2Þ
where f is the bulk free energy density per unit volume as a function of / and temperature h, and e is a gradient
energy coefficient that is related to surface tension. The free energy density, f, can be expressed as f = g + kph,
where g is a double-well function in / with the two minima corresponding to the bulk solid and liquid phases,
p is an interpolating function, and k is a coupling constant. Substituting Eq. (B.2) into (B.1) yields
M
o/
ot
¼ e2r2/� og

o/
� k

op
o/

h ðB:3Þ
One possible choice for the double-well function is g = h(�/2/2 + /4/4), where h is the height of the
double-well [50]. The interpolating function, p, can be chosen as p = / � /3/3, such that op/o/ = 1 � /2

[51]; other relations have been investigated as well [50,52]. With W ¼ e=
ffiffiffi
h
p

[15], Eq. (B.3) can then be rewrit-
ten as
o/
ot
þ k

M
ð1� /2Þh ¼ e2

M
r2/þ /ð1� /2Þ

W 2

� �
ðB:4Þ
In the absence of external advection (ue = 0), and taking b = e2/M and a ¼
ffiffiffi
2
p

khW =M , Eq. (B.4) is equivalent
to Eq. (11).

Additional explanations regarding thermodynamically derived phase-field models for simulating solidifica-
tion, including alloys, crystalline anisotropy, convection, multiple phases, grain boundaries and other effects,
can be found in the review of Boettinger et al. [15].

Appendix C. Numerical implementation and error measures

For simplicity, the numerical implementation is only presented for the two-dimensional case. The extension
to three dimensions is straightforward, and a three-dimensional interface tracking example is presented in Sec-
tion 5.

The phase-field equation is discretized on a square grid with a spacing equal to Dx. For the Laplacian of
the phase field, a 9-point finite-difference stencil commonly used in phase-field simulations [37,53] is adopted,
i.e.,
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r2/i;j ¼
2ð/iþ1;j þ /i;jþ1 þ /i�1;j þ /i;j�1 � 4/i;jÞ þ 0:5ð/iþ1;jþ1 þ /iþ1;j�1 þ /i�1;jþ1 þ /i�1;j�1 � 4/i;jÞ

3Dx2

ðC:1Þ

where i and j are the node indices. For the norm of /, j$/j, a central difference scheme is used, i.e.,
jr/ji;j ¼
1

Dx

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ð/iþ1;j � /i�1;jÞ

2

4
þ
ð/i;jþ1 � /i;j�1Þ

2

4

s
ðC:2Þ
For the mean curvature, j = $ Æ ($//j$/j), the method used in Echebarria et al. [53] is adopted here as
r � r/
jr/j

� �
i;j

¼ 1

Dx

/iþ1;j � /i;jffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ð/iþ1;j � /i;jÞ

2 þ ð/iþ1;jþ1 þ /i;jþ1 � /iþ1;j�1 � /i;j�1Þ
2

q
=16

0
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The fourth-order HJ ENO scheme is used to calculate the numerical fluxes, ð/�x Þi;j, ð/
þ
x Þi;j, ð/

�
y Þi;j, and ð/þy Þi;j,

for the hyperbolic term ue Æ $/ in the phase-field equation. Here, /x and /y denote the partial derivatives of /
with respect to the spatial coordinates x and y, respectively. The superscripts � and + denote backward and
forward differencing, respectively. The sign of the velocity, ue, determines the use of either ð/þx Þi:;j or ð/�x Þi:;j,
whichever is in the upwind direction. The original ENO scheme [6,7] uses the ‘‘smoothest’’ possible polyno-
mial interpolation to approximate the fluxes. For example, to calculate ð/�x Þi;j by a second-order scheme,
one has to choose the smaller of the two possible divided differences obtained from the stencils {/i�2,/i�1,/i}
and {/i�1,/i,/i+1}. The ENO philosophy of picking exactly one of the candidate stencils may be overkill in
smooth regions where data are well behaved [54]. Weighted ENO (WENO) schemes [54,55] choose convex
combination weights of the ENO approximates to improve accuracy in smooth regions. In the present study,
the CENO scheme [45] is implemented. The scheme chooses the divided difference value ‘‘closest’’ to the pre-
vious order flux. This means, to choose a nth-order flux ð/�x Þ

ðnÞ
i;j between n candidate stencils

{/i�n,j,/i�n+1,j, . . . ,/i,j},{/i�n+1,j,/i�n+2,j, . . . ,/i+1,j}, . . . , and {/i�1,j,/i,j, . . . ,/i+n�1,j}, the convex combina-
tion of these n candidates ‘‘closest’’ to ð/�x Þ

ðn�1Þ
i;j is taken. The CENO scheme reduces to lower order automat-

ically at discontinuities, while maintaining higher order in smooth regions [56].
The simple forward Euler method is used for the time discretization of the phase-field equation. With the

present temporal and spatial discretization schemes, the CFL condition for Eq. (12) is given by
Dt
ja/x=jr/j þ uej

Dx
þ
ja/y=jr/j þ vej

Dx
þ 10b

3ðDxÞ2

" #
< 1 ðC:4Þ
where ue and ve are the x and y components of the external velocity ue, respectively, and Dt is the time step. The
factor 10/3 in the last term on the right-hand side of Eq. (C.4) stems from the use of a 9-point stencil for $2/; a
5-point stencil would result in the usual factor of 4. In the presence of curvature-driven interface motion, the
coefficient b is a physical parameter, and Eq. (C.4) can be used directly to determine the maximum time step
for a given Dx. In the absence of curvature-driven interface motion, on the other hand, b is a purely numerical
parameter and Eq. (C.4) can be used to determine a constraint on the coefficient b. Defining the Courant num-
ber (i.e., the ratio between the time step and the time required for the interface to be advected by one grid
spacing) as Cr = max(ja/x/j$/j + uej, ja/y/j$/j + vej)Dt/Dx, it follows that:
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ð1� 2CrÞ ðC:5Þ
As shown in Section 3, the grid spacing Dx must be chosen equal to or smaller than W in order to accurately
resolve the hyperbolic tangent profile. Without curvature-driven motion, the interface is purely advected, and
hence the time step can be determined solely based on the Cr number. Typically, a value of Cr = 0.1 provides
sufficient accuracy. With Dx and Dt chosen, Eq. (C.5) is then used to calculate the upper limit for b.

To evaluate the accuracy of the present interface tracking algorithm, errors are calculated by measuring the
distance between the calculated zero phase-field contour and the exact location of the interface (or the results
from the finest mesh). Let /i,j be the calculated value of / at the grid point (xi,yj), as illustrated in Fig. C.1. If
/ changes its sign when moving to one of the neighbor points, i.e., if one of the four products /i,j/i+1,j,
/i,j/i�1,j, /i,j/i,j+1, and /i,j/i,j�1 is less than or equal to zero, the grid point (xi,yj) is called ‘‘next’’ to the
/ = 0 contour. The coordinates of the point (xn,yn) on the / = 0 contour associated with (xi,yj) (Fig. C.1)
are obtained from xn = xi + nxwi,j and yn = yj + nywi,j, where wi,j is the signed distance for (xi,yj) and is
obtained from /i,j via w ¼ �

ffiffiffi
2
p

W tanh�1/. The interface normal, n = $//j$/j, is evaluated using the method
of Sethian [3], where the average of all four possible normals is taken to approximate the normal at a corner.
The following error norms are then calculated for all grid points k that are next to the / = 0 contour,
EL1 ¼

PN
k¼1 yn;k � yex

n;k

			 			
N

ðC:6Þ

EL2 ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiPN
k¼1 yn;k � yex

n;k

		 		2
N

s
ðC:7Þ

EL1 ¼ max yn;k � yex
n;k

			 			 ðC:8Þ
where N is the total number of grid points next to the / = 0 contour. As shown in Fig. C.1, the point ðxn; yex
n Þ is

on the exact interface contour, /ex = 0. If /ex = 0 is described by the function yex = f(x), it follows that
yex

n ¼ f ðxnÞ. Otherwise, yex
n is estimated using the results obtained from the finest mesh. Therefore, the error

is the distance parallel to the y axis between points ðxn; yex
n Þ and (xn,yn), as shown in Fig. C.1.

In order to quantitatively compare the present method to results reported in the VOF literature [5,12], the
following definition of the L1 error norm is also used:
ELVOF
1 ¼

X
ij

Ai;j ui;j � uex
i;j

			 			 ðC:9Þ
where Ai,j is the area of the grid cell corresponding to node i, j and u = (/ + 1)/2 is the volume fraction. Note
that the LVOF

1 norm is evaluated for all grid points in the solution domain, including the grid points far away
ji yx ,

nn yx ,

0=φ

0=exφ

ex
nn yx ,

ex
nn yy −

.1. Schematic illustration of method used to calculate the error in the interface location for the grid point (xi,yj); the solid line is the
ted / = 0 contour and the dashed line is the exact interface contour (/ex = 0); the error is defined as the distance between (xn,,yn)

n; yex
n Þ, i.e., jyn � yex

n j.
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from the interface where the error is naturally zero; the L1, L2, and L1 error norms, on the other hand, are
calculated only for the grid points next to the / = 0 contour, making them independent of the size of the do-
main. Also, the L1, L2, and L1 error norms are based on the distance between the calculated / = 0 and exact
/ex = 0 contours, and this distance can be larger than unity. The LVOF

1 error norm is based on volume frac-
tions, which are always between 0 and 1.
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